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This paper presents the development and application of a Transformer deep-learning model to fluid-structure problems

induced by shock-turbulent boundary layer interaction. The model was trained on data from experiments conducted

at a hypersonic wind tunnel under flow conditions that allowed for a Mach number of 5.3 and a Reynolds number of

∼19.3×106/m. The shock-wave turbulent boundary layer interaction occurred over an elastic panel. The Transformer

was trained using panel deformation measurements taken at different probe locations and the pressure in the cavity

beneath the panel. The trained Transformer was subsequently applied to unseen data corresponding to various mean

cavity pressures and panel deformations. The capability of the Transformer to capture aeroelastic trends is promising,

with interpolation accuracy shown to depend on the volume of data used in training and the location to which the model

is applied. The practical implications of this study for aeroelastic research are significant, offering new insights and

potential solutions to real-world aeroelastic challenges.

I. INTRODUCTION

Developing deep learning (DL) models for aeroelastic pre-

dictions can enhance computational and experimental efforts

and support engineering design. In high-speed aerospace ve-

hicles, the shock-boundary layer interaction, referred to as

SBLI, results in aeroelastic loading effects, which, combined

with temperature changes in the panel, can lead to signifi-

cant deformations and fatigue, causing critical failure much

sooner than expected. The interaction between aerodynamic

flow and structure (for example, flexible thin metal or com-

posite panels) has attracted considerable interest; see past

experimental1–10 and numerical11–19 studies.

Experimentally obtained fluid-structure interaction data can

evaluate aeroelastic behavior, validate computational models,

and aid in aerospace engineering design. However, high-

speed experiments are expensive and may be constrained

by the available instrumentation resources. On the other

hand, high-resolution numerical simulations of hypersonic

problems20–25 can also be costly, particularly in the case

of large eddy and direct numerical simulations, as high-

performance computing facilities are necessary. Further-

more, it is known that the physics in hypersonic geome-

tries presents significant challenges for Reynolds-average

Navier-Stokes (RANS) models in computational fluid dynam-

ics simulations.26

In light of the above, the acceleration of hypersonic

aerospace designs can benefit from artificial intelligence (AI)

methods. In recent years, the success of deep learning tech-

niques has sparked growing interest in SBLI27–29 and other

shock wave problems.30,31 However, research on predicting

time series data related to fluid-structure interaction, particu-

larly in hypersonic applications, remains in its infancy. In the

a)Electronic mail: Author to whom correspondence should be addressed:

drikakis.d@unic.ac.cy

AI domain, the Transformer32 is a deep learning architecture

with significantly advanced artificial intelligence. It employs

multi-head self-attention mechanisms to emphasize previous

sequences that guide current predictions. The development of

a Transformer for hypersonic FSI has yet to be undertaken,

which motivates this study.

The data employed to assess the Transformer architecture

were generated during aeroelastic experiments conducted at a

Mach number of 5.3 and a Reynolds number of approximately

19.3×106/m a common way to state facility conditions (not-

ing that there is no direct scaling of the FSI problem with the

Reynolds number) in the hypersonic wind tunnel (H2K) at

the German Aerospace Center (DLR). The aeroelastic panel

used in the experiments was produced by the Air Force Re-

search Laboratory (AFRL). This study developed the Trans-

former using the dynamic deformation data obtained from the

experiments above. Surface deformation was measured at var-

ious locations across the panel, while different scenarios were

created by adjusting the cavity pressure throughout the ex-

periment. The Transformer model predicts the deformations

of unseen experiments corresponding to different cavity pres-

sures. To instill confidence in the predictions’ robustness, the

Transformer’s performance was thoroughly examined at other

probe positions and for various cavity pressures.

Furthermore, the effect of data sparsity in the input training

data on the output predictions was investigated to determine

how the quantity of data influences the accuracy of the Trans-

former. This is the first study to apply Transformers to aeroe-

lastic problems. The impact of this study is extensive across

experimental and computational frameworks, as it demon-

strates that experiments could be integrated with AI methods

for aerospace applications in high-speed flow regimes.

The paper is organized as follows. Section II describes

the experiment and how the data were obtained. Section III

presents the Transformer model. Section IV presents the

model’s training, its implementation across probes and exper-

imental test cases, and the effects of sparsity. The conclusions
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of this study are summarized in Section V.

II. HIGH-SPEED AEROELASTIC DATA

The success of any DL model depends on the quality of the

data used to train the neural network architecture. Therefore,

this section presents a detailed description of the experimental

setup and how the data were generated.

The aeroelastic data used in this study were obtained from

experiments conducted in the H2K hypersonic wind tunnel at

the German Aerospace Center (DLR), Cologne (Fig. 1). The

H2K is a blow-down wind tunnel facility featuring a free jet

test section. The nozzle has an exit diameter of 600 mm,

which can be adjusted to vary the Mach number. Resis-

tance heaters are employed to regulate the total temperature.

The maximum test duration is approximately 30 s, depending

on flow conditions. For a detailed description of the facil-

ity and previous fluid-structure interaction experiments, see

Refs.5,33,34.

The flow conditions were selected to achieve a Mach num-

ber of 5.3 and a Reynolds number of ∼19.3× 106/m and are

summarized in Table I. The free stream conditions were de-

rived from the total conditions measured. Slight variations

in total pressure and temperature arise between wind tunnel

runs. The turbulence intensity within the undisturbed inflow

was measured using Laser-2-Focus velocimetry and found to

be 0.96% with a standard deviation of 0.18% between vari-

ous positions in the flow field.35 A comprehensive discussion

on the measurement uncertainties and the calculation of the

freestream conditions is provided in Ref.5.

TABLE I. Nominal flow conditions.

Ma p0 T0 p∞ T∞ u∞ Re∞

5.3 1250 kPa 390 K 1628 Pa 58 K 816 m/s 19.3e+6

The elastic panel was mounted on a flat solid plate featur-

ing a sharp leading edge within the free jet test section of the

H2K wind tunnel, as illustrated in Fig. 1. This setup facilitated

a flow with clearly defined boundary conditions, allowing a

boundary layer to begin to form from the sharp leading edge

of the mounting plate. The side walls did not affect the flow

field in the region of interest. The shock generator on top of

the panel is removable and adjustable in height and angle rel-

ative to the flow field and axial position, allowing control over

the location of shock impingement on the panel. Furthermore,

the reference runs were conducted without a shock generator.

Concerning the compliant panel, its plane is consistently

positioned parallel to the direction of the undisturbed flow

field. The elastic portion of the exchangeable wall section

begins 114.8 mm from the sharp leading edge (as illustrated

in Fig.2). The coordinate system is located at this position,

with x oriented in the direction of the freestream flow. The x-

position of the shock generator is specified relative to the nom-

inal shock impingement location at the center of the panel. For

instance, the shock generator position depicted in the sketch in

Fig. 2 would be referred to as ∆ximp = 50 mm, as the incident

shock impinges 50 mm downstream of the panel’s center. The

elastic panel examined has a surface area of 300× 200 mm

and a nominal thickness of 0.635 mm. The thin panel surface

and mounting frame were machined from a single solid block

of stainless steel and produced by AFRL. This method avoids

imperfections at the junction between the panel and the frame

that arise from other manufacturing processes, such as rivet-

ing or welding. However, it may induce slight imperfections

on the panel surface itself. Beneath the elastic panel is a cavity

measuring 0.0022 m3, which, before each run, is calibrated to

a specific pressure and then sealed.

While the experiments examined various shock impinge-

ment locations and angles, the Transformer model was trained

on data corresponding to a specific set of nominal conditions.

More specifically, the position of the nominal impingement

was mainly located in the center of the exchangeable insert of

the bottom wall (x = 150 mm) for most of the tests. During

the same time, the leading edge surface of the shock generator

was inclined at 20 degrees.

A shock generator creates an SBLI over the elastic panel.

The pressure gradient across the incident shock can cause sep-

aration of the boundary layer near the shock-impingement lo-

cation on the wall. This results in a non-uniform mean pres-

sure load, SBLI-induced low-frequency pressure fluctuations,

and a complex heat transfer pattern. Figure 2 (left) illustrates

an example of a typical flow field obtained using the described

wind tunnel model configuration. The properties of the flow

field and reference experiments using a rigid wall insert are

discussed in detail in Refs.5,34. The experimentally obtained

data for the panel deformations will be addressed in Section

§ IV, alongside the interpolation results from the Transformer

model.

The elastic panel was equipped with several non-intrusive

distance sensors positioned beneath it, as illustrated in the

sketch in the bottom right of Fig. 1. Three capacitive distance

sensors, namely the CS5 and two CSH3FL models by Micro-

Epsilon, were utilized alongside Micro-Epsilon capaNCDT

6350 amplifiers, allowing measurements at 50 kHz. A third

CSH3FL sensor was paired with a Micro-Epsilon capaNCDT

6500 amplifier, capable of a maximum frequency of 8.5 kHz.

The nonlinearity for the CS5 sensors in the range of 10 mm is

30 µm, while for the CSH3FL sensors with a 6 mm range, it is

18 µm5. Furthermore, a GE UNIK 5000 pressure sensor with

a 20 kPa range was utilized to measure the pressure inside the

cavity beneath the panel, with an uncertainty of 0.4 % of its

range, facilitating measurements up to 1 kHz.

Before each wind tunnel run, the wind tunnel test section

is evacuated of atmospheric air. The wind tunnel model is

placed in the test section, with the temperature of the panel

and surrounding mounts set to equal levels. Total flow condi-

tions are established while the flow is directed through an ex-

haust that bypasses the test section. Once achieved, the flow

at the selected conditions is channeled through the nozzle into

the test section, where the SBLI is generated. Consequently,

the elastic structure is subject to a non-uniform mean pres-

sure distribution and low-frequency unsteady pressure loads

induced by this flow field. Furthermore, this configuration
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Sensors:

FIG. 1. The H2K Hypersonic Wind Tunnel. Bottom left: close-up of the testing section. Bottom right: drawing of the thin compliant panel

with displacement sensor positions (all units in mm).

FIG. 2. Schlieren image (left) of typical flow field34, and sketch (right) of the wind tunnel configuration dimensions (all measures in mm).

causes non-uniform aerothermal heat transfer to the structure,

resulting in the thin panel heating more rapidly than its sup-

porting structure, leading to thermal buckling of the elastic

panel. As a result, the measured mean deformation varies over

time, as demonstrated by the displacement measurements ob-

tained from the probes, and also affects the dynamic proper-

ties of the structure.

Both the panel and flow properties are selected to ensure

that flutter, characterized by dynamics driven by the aeroelas-

tic coupling between the panel structure and the flow field,

may indeed occur, typically resulting in oscillations of the

panel in the order of millimeters. The structural dynamics also

depend on the calibrated pressure in the cavity beneath the

panel, which is sealed before each wind tunnel run. The cav-

ity pressure can vary during the wind tunnel run, for instance,

due to the deformation of the structure. Since this serves as

an essential boundary condition for the problem under con-

sideration, the deformation of the panel is continuously mon-
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FIG. 3. Transformer architecture.

itored. With multiple non-linear mechanisms influencing the

mean and dynamic deformation of the panel, this represents a

highly challenging test case for the proposed approach.

III. THE TRANSFORMER ARCHITECTURE

The Transformer is a deep learning network architecture

with significant accomplishments in artificial intelligence be-

cause of its high-performance capabilities. The core com-

ponent of the Transformer is the self-attention mechanism,

which allows the Transformer to selectively assess the impor-

tance of past inputs when predicting an output.

Figure 3 shows the Transformer architecture, with the en-

coder block on the right side and the decoder block on the

left. The variable N indicates the number of encoder and de-

coder blocks. Before the cavity pressure feeds into the Trans-

former, it is passed through a linear layer to convert the pres-

sure values into a vector representation. The vector is then

processed through a positional encoding block that identifies

the sequence position of the cavity pressure. This step helps

align the cavity pressure time series before it is processed by

the Transformer. The output of the positional encoding block

subsequently enters a multi-head self-attention block, which

emphasizes and assigns significant weight to past input. The

scaled dot product attention is concatenated to form the multi-

head self-attention:

MultiHead(Q,K,V ) =Concat
(
Head1,

Head2, ... , HeadH

)
W O,

Headi = Attention
(

HW
q
i , HW k

i , HW v
i

)
,

(1)

where Headi is the ith attention head, W O is the learnable

weights of the multi-head self-attention, W
q
i is the learnable

weights of the query layer, W k
i is the learnable weights of the

key layer, and W v
i is the learnable weights of the value layer.

The attention mechanism for a single attention unit is as

follows:

Attention(Q,K,V ) = softmax

(
QKT

√
dk

)
(V ) (2)

where Q is the query, KT is the key, dk represents the dimen-

sion of the key, and V denotes the value. The query, key,

and value are derived by passing the previously hidden layer

through a linear layer. The “Add & Norm” layer combines

the multi-head self-attention output with the multi-head self-

attention input to help alleviate the vanishing gradient prob-

lem during training. The layer normalization36 is applied after

adding the input and output of the multi-head self-attention to-

gether and helps stabilize the Transformer’s learning process:

NormLayer(ht) = LayerNorm(ht−1 +mht) (3)

ht−1 is the input to the multi-head self-attention and mht is the

output of the multi-head self-attention. It is described as:

FFN(ht) = max
(
0.01ht , htWf 1 +b f 1

)
Wf 2 +b f 2 , (4)

where ht is the input to the feedforward network, Wf 1 is the

learnable weights of the feedforward’s first hidden layer, b f 1 is

the learnable bias of the feedforward’s first hidden layer, Wf 2

is the learnable weights of the feedforward’s second hidden

layer, and b f 2 is the learnable bias of the feedforward’s second

hidden layer.

The output of the Transformer is input into a linear layer

to map the embedding of the Transformer output to (re-

)construct the probe deformation. The linear layer is a

straightforward, fully connected neural network:

p̂d = ToWT +BT , (5)

where p̂d is the prediction of the probe deformation, WT are

the learnable weights of the final output layer, and BT is its

learnable bias.

IV. RESULTS

The present study aims to explore the suitability of the

Transformer deep learning architecture to predict aeroe-

lastic panel deformation—measured at several probe loca-

tions—using only the cavity pressure as input. Initially, both
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TABLE II. The case number and the corresponding sealed cavity

pressure are provided. The case number relates to the experimen-

tal run number. The cavity pressure listed in the table denotes the

initial pressure. However, the cavity pressure varies throughout the

experimental runs due to the aeroelastic panel deformations.

Case 40 41 42 43 44

Cavity

pressure (kPa)
12.82 11.96 10.91 13.24 14.96

probe-measured deformation and cavity pressure were con-

sidered as inputs to the Transformer. However, incorporating

both parameters did not yield satisfactory performance; there-

fore, the results presented are based solely on cavity pressure.

Table II lists the case number and the corresponding initial

cavity pressure, where the case number refers to the experi-

mental run number in the hypersonic wind tunnel. The num-

bering is retained throughout the manuscript for consistency

with the experimental runs conducted.

The cavity pressure measured in the experiments is first

standardized as follows:

PC =
pc− pcmean

pcstd

(6)

where PC is the standardized cavity pressure, pc signifies the

measured cavity pressure, pcmean denotes its mean value, and

pcstd indicates its standard deviation. All experimentally mea-

sured cavity pressures undergo the standardization process be-

fore the Transformer model training. When an unseen cavity

pressure is presented as input to the Transformer, it is stan-

dardized using the stored values of pcmean and pcstd . We uti-

lized the mean and standard deviation from the training set

to standardize the test dataset, as in real-life applications, the

mean and standard deviation of the predicted data remain un-

known. Furthermore, the new and unseen data may exhibit a

different distribution compared to the data employed for train-

ing. If the mean and standard deviation of the newly observed

data were utilized instead, the Transformer model predictions

could become suboptimal because the model would be trained

on a distribution with different mean and standard deviations.

This discrepancy may distort the model and result in miscal-

ibration. Using the same mean and standard deviation from

the training dataset for the newly observed, unseen data en-

sures alignment with the training data, stabilizing prediction

performance.

To allow the Transformer to stabilize, we similarly stan-

dardized the deformation of the panel measured in the experi-

ments at the probes:

PD =
pd − pdmean

pdstd

(7)

where PD represents the standardized deformation, pd is the

measured deformation, pdmean denotes the mean deformation

of the probes in the training dataset, and pdstd is the standard

deviation of the probe deformation within the training dataset.

Only the deformation data from the probes used during train-

ing are utilized to standardize all deformations, reflecting real-

world scenarios in which the deformation of unseen probes is

inaccessible.

The standardized value of the probe deformations is ini-

tially predicted, followed by an inverse standardization to con-

vert the predicted value back to the correct unit. The inverse

standardization process is carried out as follows:

pd = standard-pd ∗ pdstd + pdmean , (8)

where pd is the final predicted probe deformation,

standard-pd is the predicted standardized probe deformation

signal, and pdmean and pdstd are the mean and standard devi-

ation, respectively. Fitting the entire cavity pressure into the

Transformer model increases computational complexity and

uncertainty. Instead, a sequence of 8-time instances (points)

of the measured cavity pressure is fed into the Transformer

model to predict the panel deformation at each probe location

for the same 8-time instance.

The mean square loss serves as the criterion function for

training the model. We employed the Adam optimizer37 with

a learning rate of 0.001 and configured both the encoder and

decoder layers of the Transformer model to 2.

Note that a power spectrum analysis of the signals is inap-

propriate due to the non-converged nature of the data, partic-

ularly the fact that the moving mean has not stabilized. Con-

sequently, applying a discrete Fourier transform under these

conditions would result in an improper analysis. Although

shorter time windows are possible in which the signals appear

to oscillate around a constant mean, defining such intervals

poses substantial challenges. The inherent complexity in se-

lecting appropriate windows and the error introduced by the

still varying mean undermine the validity of any spectral anal-

ysis performed on these signals.

A. Sparsity effects

The volume of data measured in the experiments (the

probes’ deformation signal time series) can be overwhelming,

making processing the entire dataset challenging. Therefore,

we employed decimation techniques29 to reduce the density

of the signal data while preserving its essential characteris-

tics. The sampling rate between consecutive surface deforma-

tion measurements in the data set is ∆tsr = 10−5 seconds. We

experimented with training the Transformer with sparsities of

200, 600, 1200, and 2400 to assess how its performance is af-

fected. For example, a sparsity of 200 indicates an interval of

every 200 measurements, whereas a sparsity of 2400 denotes

an interval of every 2400.

In our numerical experiments, a sparsity 1200 provided

the best performance among the tested values. Consequently,

both the cavity pressure and probe deformation data were dec-

imated with a sparsity of 1200; the corresponding plots are

available in the supplementary materials in the Appendix. The

predicted deformation at the probes was also generated using

a sparsity of 1200, consistent with the input data.

Figure 4 illustrates the effect of sparsity on the experimen-

tally measured deformation signals. As the sparsity number,
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FIG. 4. Comparison of the examined ground truth sparsity signals to the original (ground truth) signal (probe 4 case 41).

sn, increases, the signal transitions from narrowband to a more

broadband-like form. Frequencies below f < sn/∆tsr are elim-

inated from the signal, simulating a reduction in the sampling

rate by a factor of 1/sn. A higher sparsity value simplifies

the chaotic time series signal by reducing its size and filtering

out high-frequency components that exceed the adjusted sam-

pling rate. This method not only accelerates machine learning

(ML) training, but also allows the deep learning (DL) model

to interpret low- to mid-frequency behavior more effectively.

However, for a fixed signal duration and number of cases, the

overall training sample size will diminish as the sparsity in-

creases.

B. Transformer predictions

We used the (standardized) cavity pressure as input to pre-

dict the deformation of the probes. We trained the Trans-

former using Cases 42 and 44, which had the smallest and

largest mean cavity pressure values, respectively, to predict

the panel deformation for Cases 41 and 43 at Probes 1, 4,

and 5, corresponding to the probes CS5 front, CSH3FL left,

and CSH3FL right, respectively, as shown in the bottom-right

sketch in Fig. 1.

Figures 5, 6, and 7 illustrate the panel deformations pre-

dicted for Case 41 at probes 1, 4, and 5, respectively. Each

figure features three subplots to facilitate a better compari-

son between the predictions and the measured ground truth

at a higher temporal resolution. The model underestimates

the measured deformation between 4 and 9 s and 10-15 s for

the three probes, showing a smaller variance than the ground

truth. Conversely, the model overestimates the variance of the

deformation from 18–23 s. Nonetheless, the predictions suc-

cessfully capture the direction of the measured deformation at

each probe with minimal error.

For Case 43, Figures 8, 9, and 10 illustrate the predicted de-

formations at probes 1, 4, and 5, respectively. As in Case 41,

three zoomed-in intervals at 5–9 s, 10–15 s, and 18–23 s are

depicted below. Across probes 1, 4, and 5, the Transformer

underestimates the deformation variance between 5–9 s and

10–15 s. For probe 1, the predicted deformation aligns closely

with the measured deformation (ground truth). At probe 4, the

model overestimates the measured deformation, whereas at

probe 5, the predicted deformation closely matches the ground

truth. Given the difficulties in distinguishing between the

ground truth and the predicted deformation, the correspond-

ing plots for probes 2 and 3 are provided as supplementary

material in the appendix. The region near the SBLI proved

more challenging to predict, as probes 2 and 3 are situated in

this zone. More specifically, probe 2 is located beneath the

λ -shock foot at the front of the SBLI-induced separation bub-

ble, while probe 3 lies downstream of the shock impingement

at the rear of the SBLI. Overall, the predicted deformation at

probes 1, 2, 3, 4, and 5 is encouraging.

Moreover, we showed a quantitative analysis using

NRMSE on the predicted panel deformation for Case 41 and
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FIG. 5. Deformation prediction for case 41 (probe 1) using sparsity 1200. Black is the ground truth with sparsity 1200; blue is the prediction

with sparsity 1200.

FIG. 6. Deformation prediction for case 41 (probe 4) with sparsity 1200. Black is the ground truth with sparsity 1200; blue is the prediction

with sparsity 1200.
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FIG. 7. Deformation prediction for case 41 (probe 5) with sparsity 1200. Black is the ground truth with sparsity 1200; blue is the prediction

with sparsity 1200.

Case 43 for Probes 1, 4, and 5, which can be seen in Table III.

Sparsity 200 and sparsity 1200 performed best in probes 1,

4, and 5 compared to sparsity 600 and 2400. Sparsity 200

achieved the best performance in probe 4 and probe 5 for case

41 and probe 5 for case 43, while sparsity 1200 achieved the

best performance for case 41 in probe 1 and case 43 in probe

1 and probe 4. For all the probes for which sparsity 200 per-

formed the best, sparsity 1200 came second in performance.

However, this is not the case for sparsity 200, showing that

using sparsity 1200 gave a more robust performance for pre-

dicting the deformation using the Transformer model.

TABLE III. Normalized Root Mean Square Error (NRMSE) for dif-

ferent sparsities, cases, and probes, trained on case 40 and 42. Bolded

text is the best-performing sparsity on a specific probe.

Case 41 Case 43

Sparsity Probe 1 Probe 4 Probe 5 Probe 1 Probe 4 Probe 5

200 0.1254 0.0999 0.1125 0.1177 0.1910 0.0636

600 0.1381 0.2389 0.1689 0.1974 0.2332 0.1060

1200 0.0661 0.1297 0.1340 0.0707 0.1514 0.1024

2400 0.1182 0.1966 0.1656 0.1134 0.1622 0.1471

C. Dependence on training data

We investigated two training configurations for the Trans-

former model: (i) Cases 42 and 44, which displayed the high-

est and lowest initial mean cavity pressures among Cases 40 to

44, respectively, and (ii) Cases 40, 42, and 44, where Case 40

has a cavity pressure approximately between those of Cases

42 and 44.

After training, the Transformer model was applied to Cases

41 and 43 to assess the effect of the training data on the ac-

curacy of the predicted deformations. We used a sparsity of

1200 for the predictions, as it yielded the best performance

(see Figs. 11 and 12). Table IV presents the normalized

root mean square error (NRMSE) between the predicted and

ground truth deformations for the models trained using 2 or 3

cases. The results indicate that the predicted deformations for

the unseen Cases 42 and 44 are significantly more accurate

when the Transformer is trained using 3 cases (40, 42, 44),

compared to only 2 (40, 44).

In Case 41, the Transformer trained on three cases (40, 42,

44) consistently outperformed the model trained on two cases

(42, 44) across all probes. Similarly, in Case 43, the Trans-

former trained with three cases demonstrated superior perfor-

mance compared to when it was trained with only two cases,
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FIG. 8. Deformation prediction for case 43 (probe 1) with sparsity 1200. Black is the ground truth with sparsity 1200; blue is the prediction

with sparsity 1200.

FIG. 9. Deformation prediction for case 43 (probe 4) with sparsity 1200. Black is the ground truth with sparsity 1200; blue is the prediction

with sparsity 1200.
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FIG. 10. Deformation prediction for case 43 (probe 5) with sparsity 1200. Black is the ground truth with sparsity 1200; blue is the prediction

with sparsity 1200.

TABLE IV. Normalized root mean square error between the pre-

dicted and ground truth deformation. The two and three training

cases refer to the Transformer model trained using Cases 40 & 42,

and Cases 40, 42, & 44, respectively.

2 training cases 3 training cases

sparsity case 41 case 43 case 41 case 43

200 0.125 0.118 0.64 0.065

600 0.138 0.197 0.091 0.136

1200 0.066 0.071 0.054 0.067

2400 0.118 0.113 0.079 0078

suggesting that expanding the training dataset could further

enhance the predictive accuracy of the employed Transformer

model.

V. CONCLUSIONS

This study utilized the Transformer deep learning network

architecture based on the multi-head attention mechanism.

Variations of this architecture have gained considerable popu-

larity in scientific domains. Here, we extend and explore for

the first time the application of the Transformer to predict the

deformation of an aeroelastic panel under a hypersonic SBLI.

Our findings indicate that the Transformer model can suc-

cessfully predict the aeroelastic panel deformations observed

in the experiments using only cavity pressure as input. More-

over, including the measured probe deformations as an addi-

tional input decreased the accuracy of the predicted deforma-

tions by the Transformer compared to relying solely on cavity

pressure. This implies the model can effectively capture the

relationship between cavity pressure and panel deformation.

Our analysis revealed that a sparsity level 1200, which indi-

cates the frequency at which deformations are sampled, yields

the most robust predictive performance among all the spar-

sity levels assessed. The Transformer’s efficacy in accurately

predicting the deformations exhibited by the aeroelastic panel

subjected to SBLI, despite utilizing a down-sampled cavity

pressure at a rate 1200 times lower, illustrates its exceptional

capability in managing extensive volumes of signal (time-

series) data. Critically, the accuracy of the predicted deforma-

tion signals improved as the number of cases included in the

training set increased; for example, the results demonstrate a

notable improvement when using the deformation data from 3

cases compared to only 2 for training.

The Transformer provides a robust predictive capability to

determine the relationship between the cavity pressure and

the deformation of the aeroelastic panel. Its ability to predict

deformation using only the cavity pressure as input signifies

a promising approach in aeroelastic experiments and design.

The successful application of Transformers demonstrated here

suggests that forecasting deformation over time could likewise

be achieved. We intend to explore this approach, as DL pre-

dictions offer invaluable insight into aeroelastic issues.

T
hi

s 
is

 th
e 

au
th

or
’s

 p
ee

r 
re

vi
ew

ed
, a

cc
ep

te
d 

m
an

us
cr

ip
t. 

H
ow

ev
er

, t
he

 o
nl

in
e 

ve
rs

io
n 

of
 r

ec
or

d 
w

ill
 b

e 
di

ffe
re

nt
 fr

om
 th

is
 v

er
si

on
 o

nc
e 

it 
ha

s 
be

en
 c

op
ye

di
te

d 
an

d 
ty

pe
se

t.

P
L

E
A

S
E

 C
IT

E
 T

H
IS

 A
R

T
IC

L
E

 A
S

 D
O

I:
 1

0
.1

0
6
3
/5

.0
2
6
7
9
7
3



Preprint 11

FIG. 11. Prediction on case 41 trained on different cases. Two cases refer to the Transformer model trained on cases 42 and 44. Three cases

refer to the Transformer model trained on cases 40, 42, and 44.
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FIG. 12. Prediction on case 43 trained on different cases. Two cases refer to the Transformer model trained on cases 42 and 44. Three cases

refer to the Transformer model that is trained on cases 40, 42, and 44.
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Appendix: Appendix – Supplementary Material

Additional material on the effect of sparsity is provided

here.

Fig. 13 shows that in Case 41, training the Transformer

model using a sparsity of 600 outperforms training with a

sparsity of 200 at probes 2, 3, and 6. However, training the

Transformer with a sparsity of 200 appears to significantly de-

grade performance at probe 2, particularly during its transient

phase (t ≤ 15 s). Figure 14 shows that training with a sparsity

of 1200 results in superior performance at probes 1, 3, 4, and

5, while training with a sparsity of 2400 is more effective at

probe 2 only. The predicted signal’s variance is greater when

training using a sparsity of 2400 than a sparsity of 1200.

Figure 15 shows that in Case 43, training with a sparsity of

600 yields better results at probes 2 and 3, while a sparsity of

200 performs better at all remaining probes. Similarly to Case

41, Fig. 16 illustrates that training with larger sparsity results

in greater variance than training at a lower sparsity. Training

the Transformer using either sparsities of 1200 and 2400 gen-

erally leads to a better overall agreement to the ground-truth

signal when compared with the lower sparsities of 200 and

600 examined above.

Among the tested sparsities of 200, 600, 1200, and 2400, a

sparsity of 1200 overall yields the best performance. Conse-

quently, we employed a sparsity of 1200 for the computational

predictions and compared those results with the ground-truth

deformation signals.
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FIG. 13. Prediction on case 41 with sparsity 200 and 600.
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FIG. 14. Prediction on case 41 with sparsity 1200 and 2400.
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FIG. 15. Prediction on case 43 with sparsity 200 and 600.
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FIG. 16. Prediction on case 43 with sparsity 1200 and 2400.
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