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Course Syllabus

Course Code Course Title ECTS Credits
COMP-511 Advanced Database Systems 10
Prerequisites Department Semester
None Computer Science Fall
Type of Course Field Language of Instruction
Elective Computer Science English
Level of Course Lecturer(s) Year of Study
2" Cycle Dr. D. Trihinas 2nd

Prof. P. Pouyioutas
Mode of Delivery Work Placement Corequisites
Conventional N/A None

Course Objectives:

The main objectives of the course are to:

Introduce the underlying mechanisms for RDBMS query decomposition.

Present advanced techniques for query optimization and how to assess query
performance.

Provide a comprehensive overview of the fundamentals of databases including internal
storage and indexing models.

Overview the current (big) data evolution landscape to understand why traditional data
storage solutions are inadequate for the specific requirements of modern scalable, and
fault-tolerant applications.

Provide a comprehensive overview on distributed storage models for big data.
Elaborate on the challenges that arise for both data availability and consistency.
Demonstrate basic techniques towards architecting advanced database solutions for
Business Intelligence pipelines.

Introduce various popular and open-source tools for data storage.

Learning Outcomes:

After completion of the course students are expected to be able to:

Understand the fundamental concepts of relational algebra and calculus.
Demonstrate the ability to create appropriate database schemas based on given problem
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descriptions.

Be proficient in writing (near-) optimal queries for certain (complex) problem descriptions.
Be familiar with the methods for measuring and optimizing the performance of relational
databases.

Describe the multiple dimensions and challenges involved in managing Big Data.
Conceptually understand the capabilities and pitfalls of Big Data storage models towards
relational storage models when applied on structured and unstructured data.

Realize how different database tools fit in the frame of business intelligence stacks.
Demonstrate the ability to use open-source technologies to design solutions for data
storage and analytics extraction.

Course Content:

1.

Query Processing and Optimization
a. Algorithms for SELECT-JOIN-SORT-PROJECT queries
b. Query Pipelines
c. Query Optimization
d. Measuring and Assessing Query Performance
Storage Models |
a. Data Replication
b. Data Rebalancing
Storage Models I
a. Data Partitioning
b. Schema Sharding
c. Secondary Indexes
The Big Data Era
a. The Big Data Dimensions (3V’s, 5V’s)
b. Perspectives and the Evolving Landscape
c. When is data actually “big”?
Distributed Databases
a. Relational vs Non-Relational Data
b. Query Routing — Data Lookups
c. Distributed Indexing
d. NoSQL Databases (e.g., column stores, document stores)
Failures, Errors and Recovery
a. Network Interruptions
b. Transactional Consistency
c. Conflict Resolution
d. ACID properties and the CAP Theorem
e. NewSQL Models and Databases
Data Warehouses
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a. Structuring Unstructured Data
b. ETL Operations
8. Business Intelligence
a. OLAP
b. The MapReduce Model
c. The Dataflow Pattern
d. Mining Data Over Databases

Learning Activities and Teaching Methods:

Lectures, Exercises, Lab Presentations, Assignments, Discussions.

Assessment Methods:

Assignments, Semester Project, Midterm, Final Exam.

Required Textbooks / Readings:

Title Author(s) Publisher Year |ISBN
Fundamentals Ramez Elmasri and Pearson 2015 9;8-707-1733-
of Database Shamkant B. 97077-
Systems (7th Navathe
edition)

Recommended Textbooks / Readings:
Title Author(s) Publisher Year |ISBN
Database Raghu McGraw Hill 2003 | 978-0-072-
Management Ramakrishnan and 46563-1
Systems (3 Johannes Gehrke
edition)




